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Applications exhibiting irregular behavior through poor memory locality have been a constant challenge for high-performance
computing. Architectures supporting hardware multithreading (e.g. Tera MTA and Cray XMT) have been shown to deliver
superior performance on such applications by masking memory latency. FPGAs have outperformed traditional architectures
on applications that exhibit very large spatial locality and where the data can be streamed through a pre-configured hardware
accelerator customized for that application. However, hardware multithreading can be implemented on FPGAs when the
memory system can support multiple outstanding memory requests. CHAT (Custom Hardware Accelerated Threads) is a
compiler effort targeting the generation of multithreaded hardware on FPGAs for irregular applications. In this paper we
explore the multithreaded implementation of SpMV (Sparse Matrix Vector) multiplication on the Convey HC-2ex. Our design
uses multiple Computation Engines (CEs) that are supplied workloads from a single management unit. Each job is for an
individual row of the matrix, dynamically assigned as engines become available. This approach efficiently copes with matrices
exhibiting both high and low row size variances. The CEs use multiple outstanding memory requests to mask the long latencies,
and they can handle multiple jobs in parallel to ensure sufficient memory requests. Experimental evaluation on the HC-2ex
shows that our approach sustains 80% of the peak memory throughout, and scales linearly up to three on the four FPGAs.
After which memory bottlenecks reduce the sustained throughput to 75% of the peak.
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1. INTRODUCTION
Applications exhibiting irregular behavior through poor memory locality have been a constant challenge for
high performance computing (HPC). Sparse matrix-vector multiplication (SpMV) is one such application
with a growing importance in scientific computing. SpMV has been shown to consistently achieve a fraction
of the peak performance on multicore architectures [18]. Architectures supporting hardware multithreading
(e.g. the Tera MTA [2; 1] and later the Cray XMT [9]) have been shown to deliver superior efficiency on
irregular applications by masking long memory latencies. FPGA-based hardware code accelerators have often
demonstrated superior performance, over CPUs and GPUs, on applications that exhibit very large spatial
locality where the data can be streamed through a pre-configured hardware customized for that application.
In this paper, using SpMV, we show that FPGAs can be efficient platforms for implementing latency
masking multithreaded execution in hardware when implemented on platforms capable of sustaining a very
large number of outstanding memory requests. We describe the multithreaded implementation (MT-FPGA),
on the Convey Computer HC-2ex, of SpMV. The objective of our design is (1) to achieve a high efficiency
irrespective of the shape or irregularity of the sparse matrix and (2) scale to very large size matrices without
a loss in efficiency. MT-FPGA uses multiple Computation Engines (CEs) instantiated on one FPGA. A
Thread Management Unit dynamically assigns rows (threads) to CEs. Each CE issues up to three memory
requests each cycle and delivers one double-precision (DP) multiplication and one (DP) addition per cycle.
The clock frequency on the FPGA is 150 MHz, therefor the peak computational throughput, per FPGA, is
1.5 DP Gflop/sec. Five CEs can be instantiate per FPGA, with four FPGAs the peak throughput is 6.0
Gflop/s.
Experimental evaluation, on the HC-2ex using 15 sparse matrix benchmarks, achieves an average sustained
throughput of 2.89 Gflop/s and an average efficiency (sustained to peak ratio) of 48%. By comparing MTFPGA to other implementations of SpMV on multicores [18], GPUs [3] and FPGAs [12], we show that it
achieves the highest efficiency among all of these implementations, using the same benchmarks.
The main contributions of this paper are:
—The first, to our knowledge, FPGA-based multithreaded architecture for SpMV.
—A demonstration of the effectiveness of this approach: even though MT-FPGA is handicapped by 10x to
20x lower clock rate, it achieve a sustained Gflop/s equivalent or higher than four multicore architectures.
—The efficiency of the MT-FPGA is much higher than that of seven other architectures we use as comparisons: five multicores, one GPU and another FPGA architecture for SpMV.
The rest of this paper is organized as follows: background material related to SpMV implementations
on CPUs, GPUs and FPGAs, on sparse matrix representations and on FPGA heterogeneous platforms is
discussed in Section 2. In Section 3 we describe the multithreaded architecture for SpMV (MT-FPGA) on
the Convey Computer HC-2ex is described in Section 3. In Section 4 we report the results of the experimental
evaluation, using 15 standard benchmarks, and compare to other reported results for FPGA, CPU and GPU
platforms. Concluding remarks are offered in Section 5.
2. RELATED WORK
SpMV is an application whose importance is growing throughout the HPC community, and as such it has
been widely studied. In this section we provide an overview of different software (CPU and GPU) and
hardware (FPGA) techniques that have been explored to accelerate its execution. We also a common matrix
format that is used to represent the sparse matrix.
2.1 Software Execution - CPU and GPU
Because of its poor data locality, SpMV is a memory bounded application, hence its performance is dependent
upon the architecture’s ability to continually supply it with relevant matrix and vector data. The cost of
cache misses has a higher impact on performance in high-end CPUs or multicore architectures. Many
approaches often try to maximize the cache’s efficiency with specialized data structures which has lead to
a multitude of sparse matrix storage formats. Some of the more common ones are the simple Coordinate
format that uses three arrays with one location for each non-zero element (NZE). One array holds the row
index another holds the column index and the third hold the elements value. Compressed Sparse Row (CSR)
is an extension of this approach that has a smaller memory footprint. The column, and value vectors still
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have one position for each NZE, but they ensure all elements in identical rows are adjacent to each other.
With this knowledge the row array only needs to points to the start position for each row. ELLPACK is
another common format that zero pads the smaller rows to the length of the longest row. In doing so the
row array is eliminated, and the other arrays can be treated as dense matrices. This format is especially
efficient on vector processors, and GPUs. This is not a comprehensive list of sparse matrix formats, many
others have been explored and tested. We point the interested reader to [14].
Software techniques like blocking of registers, caches, and threads were explored in [18]. The performance
was tested across five architectures; two AMD, and one Intel out of order superscalar architecture, a Sun
Niagra2, and a STI Cell machine. The performance gains from loop unrolling, and software prefetching are
also reported where applicable. The results show a sustained DP Glop/sec rate ranging from around 0.6 to
around 12 while the ration of sustained to peak DP Gflop/sec ranges from 17.6 to 74.7.
CUDA kernels for various sparse matrix formats are evaluated in [3] along with the impact of different
GPU memory structures, such as textured memory, on performance. In [11] a hybrid ELL format is evaluated
that blocks rows to lengths optimized for GPU’s threads. It allows the tuning of the matrix for different
GPUs. While performance is generally good, between 4 and 14 GFLOPS/s, on GPUs they do suffer from
setup time: All matrix data must be offloaded to the GPU memory for best performance.
2.2 FPGA Heterogeneous Platforms
Heterogeneous FPGA architectures began to build steam in the 1980’s and continued on into the 2000’s.
FPGAs were known to be very good at a subset of problems, and research was looking for ways to integrate
them with general purpose processors. During this time a number of custom machines were built with
various FPGAs and memory structures. Some gave the FPGA partial access to main memory while other
allowed it full access. Notable among these designs is the Cray XD1 which was evaluated by the Naval
Research Laboratory [13]. It consisted of 432 dual-core processors, 144 Virtex-II, and 6 Vitrtex-4 FPGAs
integrated together. The machine had 150 nodes each with two processor cores, one FPGA, and 8 GBs of
shared memory.
Another notable step was taken by Convey Computers [4], the first heterogeneous machine with a cache
coherent virtual memory space that is shared between the software (CPU execution) and hardware (FPGA
execution). This allows an application to switch its execution between software and hardware we without
needing to offload data, and thus it could be done with little overhead. The HC-1 and HC-2 machines use
four Virtex-5 LX330 FPGAs as coprocessors while the HC-1ex and HC-2ex machines have four Virtex-6
LX760 FPGAs. The Convey Computer’s main draw is that host CPUs and FPGA coprocessors share one
global virtually addressed memory space [5; 6]. This allows memory allocate by the host processors to be
directly accessible by the FPGA with no cycles wasted in memory offloading and the user need not worry
about virtual to physical address translation. It should be noted that this memory space is divided into
two regions: host and coprocessor spaces, and improperly assigned data can hinder performance due to
inefficient accesses. The Coprocessor consists of four large FPGAs, called Application Engines (AEs). Each
AE interfaces to eight Memory Controllers (MC) via a full crossbar supporting memory requests reordering.
Each MC supports two ports, even/odd, each capable of eight bytes per cycle at 150 MHz [7]. A total of 16
memory ports deliver a peak bandwidth of 19.2 GB/sec per AE.
2.3 SpMV on FPGAs
Current FPGA architectures are ideally suited for applications with streaming data. One approach is to
locally store the vector and stream in the sparse matrix data. While modern high-end FPGAs have large
on-chip memories in the form of BlockRAM (BRAM) [19] these are not sufficient for storing large data
structures as required by HPC applications. The FPGA used in this work, the Xilinx Virtex6 LX760, has
2̃6 MBits of BRAM on-chip. However, all the BRAM space is not available for the user application, some is
used for interfacing to memory and other support functions.
Substantial work, in implementing sparse matrix operations on FPGAs, has focused on the floating-point
Multiply Accumulate (MAc) engine. Since that engine is heavily pipelined, to achieve a high clock rate,
it presents a challenge when an unknown number of values must accumulated. Some of the more common
designs are outlined here. Adder tree structures [16; 21] with a feedback loops are used to handle multiple
row elements in one cycle. Here the number of non-zero elements within the row must be larger than the
channels into the adder tree. If this is not the case zero padding is typically used to increase the row size.
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Fig. 1.

Compressed Sparse Row (CSR) format for sparse matrix representation with three arrays.

Other approaches are based on statically assigning partial dot-products to multiple processing engines [8;
15]. A control unit is used to manage the communication, and ensure proper execution. Here MAcs may be
limited by the number of matrix rows they can manage, typically one or two rows at a time. However, in
[20] multiple MAcs are routed onto one FPGA which allows support for more rows in parallel. Research by
[10] lead to an accumulation reduction circuit that can handle an arbitrary number of rows. A control unit
arbitrates the data flow between the floating-point addition unit and temporary buffers.
As heterogeneous architectures such as the Convey HC-1/HC-2 [4], are becoming widely available, research
is beginning to shift toward real implementations. [12] uses an HC-1 to develop a SpMV personality. In this
design, all matrix and vector data is stored in global memory which the FPGA can access through multiple
channels. The design caches memory requests locally in case data needs to be reused, but SpMV can be very
irregular. The paper reports performance results that are up to 40% of the HC-1’s peak. Their design uses
32 individual engines which can produce a peak of 9.6 Gflop/sec on small sized applications.
2.4 Compressed Sparse Row
Compressed Sparse Row (CSR) is among the most common sparse matrix representation used by FPGAs. It
can be easily segmented into workloads for multiple threads. It does not require zero padding which would
result in unnecessary computations. We use CSR in this work and describe it in this section.
As shown in Figure 1, three arrays are used to represent the matrix. All the non-zero elements are kept
in the V alue array. Another array, of the same size, is used to store the column positions of the values: the
Column array. A one-to-one relationship exists between data points at the same index position. These two
arrays have a unique property. All elements corresponding to a single row must be adjacent to each other,
and the elements for row i must come before elements for row i + 1. However, it is not required for elements
within a row to be sorted by their column value. The third array in CSR, called the RowP tr array, is used to
delineate the row elements. Each value in this array represents the starting position of a row. Two adjacent
values can be passed to a thread that request all elements within Column and V alue for a single row.
3. MULTITHREADED ARCHITECTURE
Our implementation of the MT-FPGA on the Convey HC-2ex is guided by two objectives: (1) scaling the
performance to very large problem sizes, therefore both vector and array data is kept in memory, and (2)
explore, in this design, the performance benefits of latency masking hardware multithreading on FPGAs.
First we describe how a single computation engine’s (CE) hardware thread computes a row value; next
we explain how engines are assigned thread workloads; and finally we discuss how these components are
distributed though the Convey HC- 2ex’s FPGAs, and how they communicate with global memory.
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Fig. 2. Each computation engine (CE) is assigned a thread. It requests the necessary data (Column, Vector, and Value) from
global memory. Returned data values are pushed through the multiply pipeline, and summation unit.

3.1 Computation Engine
The bulk of the SpMV’s work is done in the computation engines. These engines operate independently of
each other, hence the number of CEs is limited only by the resources available on the FPGA. Each CE is
assigned a hardware thread that computes a new vector value corresponding to one row of the matrix. The
input to the thread are the start and end addresses which are used to fetch all the values of a row and their
indices. The output is the summation of products for that row.
The engine’s major components are shown in Figure 2. The engine manages the memory requests to
the column, value, and vector arrays. The Convey architecture supports the in-order return of all memory
requests. The reordering of memory accesses is done by the crossbar interfacing the FPGAs to the memory
modules.
When assigned a new thread the CE will raise a busy flag and incrementally request the memory locations
from the column and value arrays. When all the memory requests for that thread have been issued, the flag
is reset and a new thread is assigned to the CE even though all the data of the prior thread have not yet
been returned. With this mechanism the load is dynamically balanced across CEs.
Data returned from memory is buffered in the Value and Vector FIFOs along with the corresponding
thread id, which is the row index. This allows the Summation Unit to handle the reduction of multiple
threads concurrently. As reported in Section Section 2.3, reduction circuits for sparse matrix operations on
FPGAs have been widely studied.The Summation Unit design is based on the one described in [10]. It can
handle multiple rows concurrently, and can read a new element every cycle. However, it assumes that when
the data for new row is received all the data for the prior row was received as well. This assumption is
justified since all memory requests are returned in order.
3.2 Thread Management
The overall design, per AE (FPGA), is shown in Figure 4. Each CE requires three memory channels: for the
column, value, and vector requests. The bandwidth of data through these channels is the main determinant
of the performance and hence they cannot be multiplexed. With this design we can fit at most five CEs per
FPGA since the total number of channels available is 16.
Control registers are used to specify the number of hardware threads needed, the base addresses for the
sparse matrix arrays, and the base address of the vector array. They can be assigned different values across
the four FPGAs to balance the workload.
Workloads are determined based on the row pointer array. As stated in Section 2.4 each adjacent set of
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1 Engine

Slices
BRAMs

25,788 / 118,560 (21%)
107 / 720 (14%)

2 Engines

Slices
BRAMs

29,040 / 118,560 (24%)
133 / 720 (18%)

3 Engines

Slices
BRAMs

32,638 / 118,560 (27%)
179 / 720 (24%)

4 Engines

Slices
BRAMs

36,520 / 118,560 (30%)
209 / 720 (29%)

5 Engines

Slices
BRAMs

39,395 / 118,560 (33%)
239 / 720 (33%)

Table 1. FPGA utilization when varying the number of Computation Engines. Five CEs use one third of the resources on the
FPGA, both slices and BRAMs. The number of CEs is limited by the number of memory channels.

points can be used to determine the start and end position for a given row (thread). The Thread Management
Unit (TMU) (Figure 4) streams request to global memory for these points, and dynamically assigns them to
the CEs on that FPGA in a round robin fashion. When all the CEs are busy, fetched threads are buffered
so they can be assigned as soon as a CE is free.
Output from the computation engines is buffered until the data can be written back to global memory.
Reading the row array, and writing the output results happen infrequently compared to reading the column,
value, and vector arrays. Thus the row, and output interfaces can be interlaced in one memory channel.
Resource contention conflicts are managed by a control unit shown in Figure 3. Conflicts are resolved in
favor of the output data to prevent a deadlock.
3.3 FPGA Implementation
The complete design (Figure 4) was implemented in VHDL. Table 1 shows the utilization on the Xilinx
Virtex 6 LX760 for one to five CEs. Note that substantial resources, both slices and BRAM, are needed
for the wrapper that interfaces the user code on the FPGA to the crossbar connecting it to the memory
controllers. Five CEs use about one third of all the resources. The CE implementation is fairly lean: going
from one to five CEs requires 50% more slices and double the number of BRAMs. The design is not limited
by the on-chip resources but by the number of memory channels available.

Fig. 3. Thread Management Unit: the output write data and row requests are combined into one memory channel. A control
unit handles the conflicts when multiple resources need to use the channel.
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Fig. 4. The MT-FPGA architecture on one AE. Control signals specify the number of jobs (length), and the base addresses
of the sparse matrix arrays. All memory channels of the AE are utilized.

3.4 Compiler Support
The ultimate objective of this work is to develop a high-level language compiler for FPGA code acceleration
that can optimize the code generation for applications with irregular memory accesses. The present work on
SpMV is part of the exploration of the design space to identify performance tradeoffs1
SpMV presents a unique challenge: its best implementation is highly dependent on several factors some
that may not be know at compile-time. These include (1) the sparse matrix representation, (2) the size of
the matrix, and (3) the distribution of the non-zero elements per row. Under some conditions, other designs
might offer a better performance. These include the on-chip caching of the vector data, when the size is
small, or padding the rows with zero values so as to have the same number of values per row. The present
design does not make any assumption on the size or shape of the sparse array. It is intended to be the most
general and therefore scalable.
At this stage SpMV can be viewed as an intrinsic that is invoked from the high-level language program
by passing pointers to the vector and the row pointer array.
4. EXPERIMENTAL RESULTS
In this section we describe our experimental evaluation methodology and report the results on the Convey
HC-2ex available in our lab. We also compare the MT-FPGA performance to other implementations on
FPGAs, CPUs and GPUs.
4.1 Experimental Setup
The benchmarks used in our evaluation are from the University of Florida Sparse Matrix Collection [17].
Table 4.4 outlines the important information of each matrix. The sparse matrices range in size from 41,746
to nearly 100 million non-zero elements. The ”Dense” benchmark is a dense matrix represented using CSR
and is used to eliminate spurious performance behavior that is due to the irregularities of the sparse matrices.
It is considered a reference point in measuring the sustained throughput.
Performance is reported as Double Precision (DP) GFLOPS/s2 using all 20 CEs on all four AEs. Each CE
is capable to two floating-point operations per cycle, with 20 CEs and 150 MHz the peak rate is 6 Gflop/s.
Efficiency is reported as the % of peak performance achieved.

1 The

(2 ∗ nnz − nrows)/(execution time)

(1)

(2 ∗ nnz)/(execution time)

(2)

details of the compiler development and its relation to this work are omitted for blind review. They do not affect in any
way the results reported in this paper.
2 In the rest of the paper all references to floating-point operations are in double precision.
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Sparse Matrix
Dense
dw8192
epb1
raefsky1
psmigr 2
scircuit
torso2
mac econ fwd500
cop20k A
cant
mc2depi
pdb1HYS
consph
nd25k
cage15
Average

Fig. 5.

Application Domain
n/a
Electromagnetic
Thermal
Fluid Dynamics
Economics
Motorola circuit
2D model of a torso
Macroeconomic Model
Accelerator cavity design
FEM cantilever
Markov Model
1HYS Protein Bank
FEM spheres
2D / 3D problem
Directed Graph

Rows
2,000
8,192
14,734
3,242
3,140
170,998
115,967
206,500
121,192
62,451
525,825
36,417
83,334
72,000
5,154,859

non-zero
4,000,000
41,746
95,053
294,276
540,022
958,936
1,033,473
1,273,389
1,362,087
2,034,917
2,100,225
2,190,591
3,046,907
14,393,817
99,199,551

nnz/row
2,000
5.10
6.45
90.77
171.98
5.61
8.91
6.17
11.24
32.58
3.99
60.15
36.56
199.91
19.24

DP Gflop/s
4.34
1.73
2.50
3.32
2.66
2.20
3.38
2.30
0.60
3.64
2.00
3.43
3.68
3.27
3.61
2.89

% of Peak
72%
28%
41%
55%
44%
36%
56%
38%
10%
60%
33%
57%
61%
54%
60%
48%

Sustained Gflop/s on a dense matrix as function of the number of non-zero elements.

In calculating the number of Flop/s we use Equation 1 wherennz is the number of non-zero elements and
nrows is the number of rows in the matrix. Equation 2 is used in some papers to report the Flop/s. It may
be a convenient short-cut for estimation in some types of sparse matrices.
When measuring the execution time we do not account for the FPGA’s setup time which is a one time
cost. The cost would only occur again if the kernel was removed from the FPGA for some reason. Execution
time is measured from the cycle when the FPGA’s memory controllers begin accepting requests, and it ends
when the last output is sent to the controllers. When running with multiple FPGAs we report the longest
execution time as the overall execution time.

Fig. 6. Sustained Gflop/s (bar) and sustained % of memory throughput (line), on a 2K x 2K dense matrix, as the number of
CEs is increased.
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Fig. 7. DP Gflop/s comparison of the cache-based design and the MT-FPGA architecture. Since the benchmarks used for the
cache-based design were small, we repeat the execution to achieve close to 1 million non-zero elements.

4.2 Sustained Throughput
MT-FPGA is designed to scale to large problem sizes. Early stages of the kernels execution are dominated by
memory requests. This startup cost will be aggregated throughout the execution time, and it will have little
effect for large size matrices. It can ,however, negatively affect the overall performance for small matrices.
We run a number of tests to determine what matrix size is needed for the startup costs to be negligible. We
use the largest kernel possible, 20 engines across all 4 FPGAs, and we test it with input matrices ranging
from 10 thousand non-zero elements (a 100 x 100 matrix) to 5.76 million non-zero elements (a 2400 x 2400
matrix). A dense matrix is used to eliminate any irregularity in the execution. By eliminating the irregularity
variable from our tests we can get a more accurate estimate where startup costs become negligible. The
kernel is unchanged so the dense matrix is stored in CSR format like any other sparse matrix. The results
are shown in Figure 5. As the input size increases the sustained throughput reaches 4.5 Glop/s. This is
75% of the peak throughput. However, the point we are most interested in is at 1 million non-zero elements
which is where the startup costs stop affecting the throughput.
Next we measure how well the memory system copes when adding more engines. To do this we first scale
a single AE from one to five CEs, and then we scale up to all four AEs. We used a 4 million (2000 x 2000)
non-zero element dense matrix for the tests, and the results are shown in Figure 6. The bar chart reports
the sustained Gflop/s, and the red line reports the percentage of peak throughput sustained. The efficiency
of a small number of engines is very close to optimally suggesting the memory requests generated are not
enough to saturate the memory. However, it slowly drops to 80% as one AE is filled with five engines. From
here the design scales linearly to three AEs (15 CEs), but drops again slightly with the fourth AE. This
shows that our approach scale well at 80% efficiency so long as the memory system can handle the requests.
4.3 Comparison to FPGA implementations
We compare MT-FPGA to the architecture described in [12]. Both use a Convey architecture, hence the
memory system is the same with the same peak bandwidth, both run at 150 MHz. [12] uses an HC-1 with
Xilinx Virtex 5 LX while ours uses an HC-2ex with Virtex 6. The implementation in [12] relies on caching
the vector data to better exploit locality and reduce the necessary memory bandwidth while ours aims at
full scalability and sustaining the largest number of outstanding memory requests.
Because of the machine’s similarity we do a direct throughput comparison. However, the matrices chosen
in [12] were typically small: two were larger than 500 thousand elements, and only one was above 1 million.
The paper reports poor scaling when fully utilizing the memory channels. We report the results directly
from the paper which uses Equation 2 to report results. Our results are reported with the same equation,
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Fig. 8. Efficiency comparison of the cache-based design and MT-FPGA architecture. The cache-based design uses 32 CEs
across all FPGAs compared to the 20 for the MT-FPGA.
Architecture
AMD - Opteron2214 (Santa Rosa)
AMD - Opteron 2356 (Barcelona)
Intel - Xeon E5345 (Clovertown)
Sun - Niagara 2
STI - Cell QS20
Nvidia - GTX 280
Table 2.

Cores (Sockets)
4 (2)
8 (2)
8 (2)
16 (2)
16 (2)
240

Clock (GHz)
2.2
2.3
2.3
1.16
3.2
1.3

Peak (DP GFLOPS/s)
17.6
73.6
74.7
18.7
29
39

Architecture specifications for the five software machines, and GPU compared to in this paper.

and thus they are slightly higher than shown in Table 4.4. We have run two sets of tests with our design.
First we report our throughput running over the matrices once. Second we report the results when running
over the matrices multiple times to compensate for their size. The number of runs is determined by the size
of the matrix, and is chosen to bring the size close to 1 million elements. For example the dw8192 matrix
has 41,746 NZEs so we run it 24 times resulting in 1,001,904 NZEs. Results are shown in Figure 7. With a
single run the results are similar but on average our approach does better. With multiple runs our approach
delivers a higher throughput for all but one case.
The exception is psmigr 2 which may have very little irregularity, and thus benefits from caching. Because
our approach targets large matrices we consider torso2 case (the only one above 1 million elements) most
telling. Here performance drops dramatically for the caching architecture while ours sustains 3.4 Gflop/s of
56.7% of peak.
MT-FPGA gets better performance with fewer CEs (20 CEs compared to 32 in [12]) which results in much
higher efficiency. Measurements are shown in Figure 8. Our results for the single execution case average
47%, and our results for repeated execution average 55%. The best performing benchmark for [12] achieves
41% efficiency, and the average for all benchmarks is only 27%.
4.4 Comparison to multicore and GPUs
In this section we compare the performance of the MT-FPGA architecture with that of multicore architectures
as reported in [18] and GPUs as reported in [3]. In [18] the authors use a variety of compiler optimization
techniques, such as cache and TLB blocking, loop unrolling and prefetching, to achieve the highest possible
Gflop rate on the five multicore machines in Table .
The sustained throughput is shown in Figure 9. Obviously, the MT-FPGA running 10x to 20x slower
than the other machines, achieves the lowest sustained rate. However, and inspite of its clock handicap, it
achieves an average throughput higher than AMD Santa Rosa and Intel Clovertown and comparable to the
AMD Barcelona and the Sun Niagara 2. Its sustained throughput is half that of the STI Cell and one third
of the NVidia GTX 280.
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Sustained throughput (DP Gflop/s) for the multicores, GPU and MT-FPGA.

Fig. 10.

Efficiency (%) for the multicores, GPU and MT-FPGA.

Even though the clock frequencies are high (ranging from 1.16GHz up to 3.2GHz) and the peak throughput
ranges from 17.6 to 74.7 Gflop/s, the efficiency of the multicores and GPU implementations is lower than
that of the MT-FPGA in all but one of the benchmark (cop20k A) as shown in Figure 10. MT-FPGA’s
efficiency is over 30% in seven of the eight benchmarks, over 50% in four and averages 48%. The highest
efficiencies are achieved by the Nvidia GTX, the STI Cell and the Sun Niagara with averages between 15%
and 25% which are less than half that of the MT-FPGA.
5. CONCLUSION
Because of their poor data locality, irregular applications have been a major challenge to high-performance
computing. Many widely used HPC applications rely on sparse matrix-vector multiplication (SpMV). Multithreaded architectures have been shown to overcome the poor locality of irregular applications by masking
the memory latency through hardware-supported threads.
In this paper we describe and evaluate a hardware multithreaded architecture for SpMV (MT-FPGA)
that we implemented on the Convey Computer HC-2ex. By exploiting the large memory bandwidth of the
HC-2ex (just under 20 GB/s), the MT-FPGA can achieve a very large degree of parallelism by supporting
multiple concurrent threads in hardware. We describe the architecture of the computation engines (CEs).
Five CEs are instantiated on each of the four FPGAs on the machine. Together the 20 CEs, operating at
150 MHz, can deliver a peak of 6.0 DP Gflop/s. The sustained throughput, evaluated with 15 sparse matrix
benchmarks, varies between 0.6 to 4.34 Gflop/s with an average of 2.89 Gflop/s. The efficiency (ratio of
sustained to peak) of the MT-FPGA architecture varies between 10% and 72% with an average of 48%.
Compared to other FPGA-based architectures for SpMV, MT-FPGA achieves both a higher sustained
throughput as well as a higher efficiency. Compared to published performance results on five multicore
machines and one GPU, the MT-FPGA delivers a sustained throughput equivalent to or higher than four
of them inspire of its significant clock speed disadvantage. The efficiency of the MT-FPGA is highest on
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all but one of the eight benchmarks used. On average the efficiency of the MT-FPGA is twice that of the
runner up (the NVidia GTX 280) and more than 10x the lowest one (the Intel Clovertown).
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